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Useful References

Mainly Ben Taskar and Alex Kulesza’s work:

I A. Kulesza and B. Taskar, Determinantal Point Processes
for Machine Learning, Foundations and Trends in Machine
Learning: Vol. 5, No 2-3, 2012. (Available in the arXiv).

I Near-Optimal MAP Inference for Determinantal Point Processes,
J. Gillenwater, A. Kulesza, and B. Taskar. Neural Information
Processing Systems (NIPS), Lake Tahoe, Nevada, December
2012.

I Learning Determinantal Point Processes, A. Kulesza, and B.
Taskar. Conference on Uncertainty in Artificial Intelligence
(UAI), Barcelona, Spain, July 2011.

I k-DPPs: Fixed-Size Determinantal Point Processes, A. Kulesza,
and B. Taskar. International Conference on Machine Learning
(ICML), Bellevue, WA, June 2011.

I ...
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Informal Description

A point process is a distribution over finite subsets of a fixed
ground set Y. We will assume that Y is finite, that is, |Y| = N .

Determinantal point processes (DPPs) are probabilistic
models with global, negative correlations with respect to a
similarity measure: DPPs enforce diversity.

DPPs offer computationally efficient algorithms for sampling,
marginalization, conditioning and other inference tasks.
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Formal Definition

A point process P on Y is a probability distribution on 2Y .

P is a DPP if, when Y ∼ P, then for every A ⊆ Y,

P(A ⊆ Y) = det(KA) ,

where K is a similarity matrix index by the elements of Y and
KA ≡ [Ki,j ]i,j∈A restricts K to those entries in A.

We define det(K∅) = 1. K must satisfy 0 � K � I.

4 / 41



Negative Correlations in DPPs

If A = {i, j} is a two-element set, then

P(A ⊆ Y) =

∣∣∣∣
Kii Kij

Kji Kjj

∣∣∣∣
= KiiKjj −KijKji

= P(i ∈ Y)P(j ∈ Y)−K2
ij .

I Off-diagonal entries determine the negative correlations.

I If Kij =
√
KiiKjj , i and j never appear together in Y.

I When K is diagonal the elements in Y are independent.

Correlations are always negative in DPPs!

Many theoretical and physical processes are determinantal.
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Conditioning in DPPs

P(B ⊆ Y|A ⊆ Y) =
P(A ∪B ⊆ Y)

P(A ⊆ Y)

=
det(KA∪B)

det(KA)
= det(KB −KBAK

−1
A KAB)

= det([K −K?AK
−1
A KA?]B) .

Schur Complement of KA.

det(KA∪B) =
det(KA)det(KB −KBAK

−1
A KAB) .

DPPs are closed under conditioning!
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L-ensembles

For modeling data, it is useful to work with L-ensembles.

An L-ensemble defines a DPP through a symmetric matrix L:

P(Y = Y ) ∝ det(LY ) .

L-ensembles give the atomic probabilities of inclusion.

The normalization constant is
∑

Y⊆Y det(LY ) = det(L+ I).

L has to satisfy fewer constraints: 0 � L.

An L-ensemble is a DPP with marginal kernel K given by

K = L(L+ I)−1 = I − (L+ I)−1 .

Not all DPPs are L-ensembles!
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Normalization Constant

The normalization constant of an L-ensemble is det(L+ I).

This follows from the multilinearity of determinants.
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Geometric Interpretation

When L is a gram matrix, that is, L = BTB, then

det(LY ) = Vol2({Bi}i∈Y ) ,

where Bi is the i-th column of B, that is, Lij = BT
i Bj .

9 / 41



Elementary DPPs

A DPPs is elementary if every eigenvalue of K is in {0, 1}.

PV denotes the elementary DPP with kernel KV =
∑

v∈V vvT,
where V is a set of orthonormal vectors.

What is |Y| when we sample from P V ?

E[|Y|] = trace(KV ) =
∑

v∈V ||v||2 = |V |.

Since rank(KV ) = |V | we have that p(|Y| > |V |) = 0.

Therefore, p(|Y| = |V |) = 1 .

Sampling from PV can be done with cost O(|V |3N).
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DPPs as Mixtures of Elementary DPPs
Lemma: If PL is a DPP with eigendecomposition of L given by
L =

∑N
n=1 λnvnv

T
n . Then PL is a mixture of elementary DPPs:

PL =
1

det(L+ I)

∑

J⊆{1,2,...,N}
PVJ

∏

n∈J
λn ,

where VJ = {vn : n ∈ J}.
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Sampling Algorithm

PL =
1

det(L+ I)

∑

J⊆{1,2,...,N}
PVJ

∏

n∈J
λn , VJ = {vn : n ∈ J} .

The mixture representation of DPPs suggests a sampling
algorithm based on the following steps:

I Step 1: Select an elementary DPP PVJ with probability
proportional to its mixture weight [det(L+ I)]−1

∏
n∈J λn.

I Step 2: Draw a sample from the selected PVJ .

[Hough et al. 2006]
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Step 1 of the Sampling Algorithm

PL =
1

det(L+ I)

∑

J⊆{1,2,...,N}
PVJ

∏

n∈J
λn , VJ = {vn : n ∈ J} .

Recall that [det(L+ I)]−1 =
∏N
n=1(λn + 1)−1. The mixture

weight for PVJ is [
∏
n∈J λn/(λn + 1)][

∏
n/∈J(1− λn/(λn + 1))] .

Step 1 of the Sampling Algorithm:

Input: eigendecomposition {(vn, λn)}Nn=1 of L.
J ← ∅
for n = 1, 2, . . . , N do

J ← J ∪ {n} with probability λn/(1 + λn).
end for
VJ ← {vn}n∈J
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Step 2 of the Sampling Algorithm

PL =
1

det(L+ I)

∑

J⊆{1,2,...,N}
PVJ

∏

n∈J
λn , VJ = {vn : n ∈ J} .

We sample from PVJ , whose kernel is KVJ =
∑

v∈VJ vvT.

Step 2 of the Sampling Algorithm:

Input: set VJ = {vn : n ∈ J} of orthonormal vectors.
Y ← ∅
while |Y | < |VJ | do

Choose j ∈ {1, . . . , N} with prob. ∝ KVJ
jj =

∑
v∈VJ (vTej)

2.
Y ← Y ∪ {j}.
Update KVJ to condition on j ∈ Y . (cost O(N |VJ |2)).

end while

The total cost is O(N |Y |3).
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Sampling Example and Some Consequences

Step 1 determines size and likely content of Y ∼ PL:

I |Y| is distributed as a sum of independent Bernoulli
variables, each one with success prob. λn/(λn + 1).

I The likely content of Y is determined by the chosen
elementary DPP.

Size and content are intertwined in DPPs!
For example, no DPP can uniformly sample sets of size k.
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Finding the Mode

Finding the set Y ⊆ Y that maximizes PL(Y ) is NP-hard.

Submodularity: PL is log-submodular, that is,

logPL(Y ∪ {i})− logPL(Y ) ≥ logPL(Y ′ ∪ {i})− logPL(Y ′) ,

whenever Y ⊆ Y ′ ⊆ Y − {i}.

Many results exists for approximately maximizing monotone
submodular functions. However, PL is highly non-monotone!
In practice, this is not a problem [Kulesza et al., 2012].
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DPP Decomposition: Quality vs Diversity I
We can take the notation L = BTB one step further.

Each column Bi satisfies Bi = qiφi, where

I qi ∈ R+ is a quality term.

I φi ∈ RD, ||φi|| = 1 is a vector of diversity features.

We now have PL(Y ) ∝
[∏

i∈Y q
2
i

]
det(SY ).

The first factor increases with the quality of the items in Y .

The second factor increases with the diversity of the items in Y .
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DPP Decomposition: Quality vs Diversity II

Figure source: [Kulesza and Taskar, 2012].
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Dual Representation I

Most algorithms require manipulating L through inversion,
eigendecomposition, etc...

When N is very large, directly working with the N ×N matrix
L is not efficient.

Let B be the D ×N matrix with Bi = qiφi so that L = BTB.
Instead, we work with the D ×D matrix C = BBT.
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Dual Representation II

I C and L have the same (non-zero) eigenvalues.

I Their eigenvectors are linearly related.

I Working with C scales as a function of D � N .

Proposition:

C = BBT =

D∑

n=1

λnv̂nv̂
T
n

is an eigendecomposition of C if and only if

L = BTB =

D∑

n=1

λn

[
1√
λn
BTv̂n

] [
1√
λn
BTv̂n

]T

is an eigendecomposition of L.
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Reducing the Dimensionality of the Diversity Features

What if D, the dimension of the features in Φ, is very large?
Solution: project the rows of Φ to a space of low dimension d.

Random projections are known to approximately preserve
distances [Johnson and Lindenstrauss, 1984].
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Random Projections and Volumes

Random projections also approximately preserve volumes
[Magen and Zouzias, 2008].

Figure source: [Kulesza and Taskar, 2012].
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Theoretical Guarantees of Random Projections

Theorem: when the dimensionality d of the projected vectors
satisfies d = O(ε−2 logN), with high probability we have

||P − P̃||1 ≤ O(ε) .

I d is logarithmic in N .

I d does not depend on D (the original dimension).

I DPPs can scale to large N and large D by combining
random projections with the dual representation of L.
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Conditional DPPs

In many problems, using a fixed ground set Y is inadequate.
For example, in document summarization problems.

Solution: use a Y(X) that depends on an input variable X.

Definition: A conditional DPP P(Y = Y |X) is a distribution
over each subset Y ⊆ Y(X) such that

P(Y = Y |X) ∝ det(LY (X)) ,

where L(X) is a positive semidefinite kernel that depends on X.

Using the quality diversity decomposition we write L as:

Lij(X) = qi(X)φi(X)Tφj(X)qj(X) .

Supervised learning can then be used to identify the latent
functions connecting X with each qi and φi.
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k-DPP

What if we need exactly k diverse items?
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k-DPP

What if we need exactly k diverse items?

Simple idea: condition DPP on target size k.

Pk(Y ) =
det(LY )∑

|Y ′|=k det(LY ′)
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k-DPP Inference - Normalisation

Recall that the k-th elementary symmetric polynomial on
λ1, λ2, . . . , λN is given by

ek(λ1, λ2, . . . , λ) =
∑

J⊆[N ]
|J |=k

∏

n∈J
λn

E.g. e2(λ1, λ2, λ3) = λ1λ2 + λ1λ3 + λ2λ3, then the
normalization constant is given by

5.2.1 Normalization

Recall that the kth elementary symmetric polynomial on �1,�2 . . . ,�N is given by

ek(�1,�2, . . . ,�N ) =
X

J✓{1,2,...,N}
|J|=k

Y

n2J

�n . (175)

For instance,

e1(�1,�2,�3) = �1 + �2 + �3 (176)

e2(�1,�2,�3) = �1�2 + �1�3 + �2�3 (177)

e3(�1,�2,�3) = �1�2�3 . (178)

Proposition 5.1. The normalization constant for a k-DPP is

Zk =
X

|Y 0|=k

det(LY 0) = ek(�1,�2, . . . ,�N ) , (179)

where �1,�2, . . . ,�N are the eigenvalues of L.

Proof. One way to see this is to examine the characteristic polynomial of L, det(L � �I)
[Gel’fand, 1989]. We can also show it directly using properties of DPPs. Recalling that

X

Y ✓Y
det(LY ) = det(L + I) , (180)

we have X

|Y 0|=k

det(LY 0) = det(L + I)
X

|Y 0|=k

PL(Y 0) , (181)

where PL is the DPP with kernel L. Applying Lemma 2.6, which expresses any DPP as a
mixture of elementary DPPs, we have

det(L + I)
X

|Y 0|=k

PL(Y 0) =
X

|Y 0|=k

X

J✓{1,2,...,N}
PVJ (Y 0)

Y

n2J

�n (182)

=
X

|J |=k

X

|Y 0|=k

PVJ (Y 0)
Y

n2J

�n (183)

=
X

|J |=k

Y

n2J

�n , (184)

where we use Lemma 2.7 in the last two steps to conclude that PVJ (Y 0) = 0 unless |J | = |Y 0|.
(Recall that VJ is the set of eigenvectors of L associated with �n for n 2 J .)

To compute the kth elementary symmetric polynomial, we can use the recursive algorithm
given in Algorithm 7, which is based on the observation that every set of k eigenvalues
either omits �N , in which case we must choose k of the remaining eigenvalues, or includes
�N , in which case we get a factor of �N and choose only k � 1 of the remaining eigenvalues.
Formally, letting eN

k be a shorthand for ek(�1,�2, . . . ,�N ), we have

eN
k = eN�1

k + �NeN�1
k�1 . (185)

59
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k-DPP Inference - Conditioning

Suppose we want to condition a k-DPP on the inclusion of a
particular set A. For |A|+ |B| = k we have

P kL(Y = A ∪B|A ⊆ Y) ∝ P kL(Y = A ∪B)

∝ P kL(Y = A ∪B)

∝ PL(Y = A ∪B|A ⊆ Y )

∝ det(LAB)

Thus the conditional k-DPP is a k − |A|-DPP whose kernel is
the same as that of the associated conditional DPP:

LA = K −K∗AK−1A KA∗

We can condition on excluding A in the same manner.
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k-DPP inference - sampling I

Recall that elementary DPPs are DPPs whose eigenvalues are
binary, i.e., λn ∈ {0, 1}.
Furthermore, each standard DPP can be viewed as a mixture of
elementary DPPs

P ∝
∑

J⊆[N ]

PJ
∏

n∈J
λn

Similarity, a k-DPP can also be represented as

P ∝
∑

J⊆[N ]
|J |=k

PJ
∏

n∈J
λn

∑

J⊆[N ]

PJI(|J | = k)
∏

n∈J
λn (1)
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k-DPP Inference - Sampling II

P ∝
!

J⊆{1,...,N}
PJ

"

n∈J

λn

|J | = k

�1 �2 �3 �4 �5 �6

v4 v6v1 v2 v3 v5

83

[Kulesza and Taskar (2012)]
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k-DPP Inference - Sampling II

+ · · ·
v4 v6v1 v2 v3 v5

+ λ2λ3λ6·

P ∝
!

J⊆{1,...,N}
PJ

"

n∈J

λn

|J | = k

v4 v6v1 v2 v3 v5

λ1λ3λ5·

k = 3
�1 �2 �3 �4 �5 �6

v4 v6v1 v2 v3 v5

83

[Kulesza and Taskar (2012)]
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k-DPP Inference - Sampling III

Can use similar sampling procedure for standard DPP.
Need new phase one to pick |J | = k.
Solution: recursion on elementary symetric polynomials:

eNk =
∑

J⊆[N ]
|J |=k

∏

n∈J
λn

phase two is unchanged.
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k-DPP Inference - Sampling IV
k-DPPs: Fixed-Size Determinantal Point Processes

Algorithm 1 Sampling from a DPP

Input: eigenvector/value pairs {(vn,�n)}
J  ;
for n = 1, . . . , N do

J  J [ {n} with prob. �n

�n+1
end for
V  {vn}n2J

Y  ;
while |V | > 0 do

Select yi from Y with Pr(yi) = 1
|V |

P
v2V (v>ei)

2

Y  Y [ yi

V  V?, an orthonormal basis for the subspace
of V orthogonal to ei

end while
Output: Y

semidefinite, while the eigenvalues of K are bounded
above. For these reasons we focus our modeling e↵orts
on DPPs represented as L-ensembles.

2.1. Inference

In addition to computing marginals (Equation (1)) and
the normalizing constant (Equation (5)), a suprising
number of other DPP inference operations are also ef-
ficient, despite the fact that we are modeling an expo-
nential number of possible subsets Y .

For example, we can compute conditional probabili-
ties:

P(Y = A [B | A ✓ Y ) =
det(LA[B)

det(L + IY\A)
, (8)

where IY\A is the matrix with ones in the diago-
nal entries indexed by elements of Y \ A and zeros
everywhere else. Conditional marginal probabilities
P(B ✓ Y | A ✓ Y ) as well as inclusion/exclusion
probabilities P(A ✓ Y ^B \Y = ;) can also be com-
puted e�ciently using eigen-decompositions of L and
related matrices (Borodin, 2009).

Of particular interest here is the fact that we can e�-
ciently sample from a DPP (Hough et al., 2006; Tao,
2009).

Theorem 1. Let L =
PN

n=1 �nvnv>
n be an orthonor-

mal eigen-decomposition of a positive semidefinite ma-
trix L, and let ei be the ith standard basis N -vector (all
zeros except for a 1 in the ith position). Then Algo-
rithm 1 samples Y ⇠ PL.

Algorithm 1 o↵ers some additional insights. Because
the dimension of V is reduced by one on each iteration
of the second loop, and because the initial dimension of
V is simply the number of selected eigenvectors (|J |),

the size of the subset Y is distributed as the number of
successes in N Bernoulli trials where trial n succeeds
with probability �n

�n+1 . In particular, |Y | cannot be
larger than rank(L), and we have:

E[|Y |] =

NX

n=1

�n

�n + 1
(9)

Var(|Y |) =
NX

n=1

�n

(�n + 1)2
. (10)

While a full proof of Theorem 1 is beyond the scope
of this paper, we will state a few of the important
lemmas. First we need some terminology.

Definition 1. A DPP is called elementary if ev-
ery eigenvalue of its marginal kernel is in {0, 1}. We
write PV , where V is a set of orthonormal vectors,
to denote an elementary DPP with marginal kernel
KV =

P
v2V vv>.

Note that, due to Equation (7), elementary DPPs gen-
erally cannot be written as finite L-ensembles, since an
eigenvalue of K is equal to 1 only if an eigenvalue of
L is infinite.

Lemma 1. If Y is drawn according to an elementary
DPP PV , then |Y | = |V | with probability 1.

Lemma 2. An L-ensemble with kernel L =PN
n=1 �nvnv>

n is a mixture of elementary DPPs:

PL =
1

det(L + I)

X

J✓{1,...,N}
PVJ

Y

n2J

�n , (11)

where VJ denotes the set {vn}n2J .

Lemma 2 says that the mixture weight of PVJ is
given by the product of the eigenvalues �n corre-
sponding to the eigenvectors vn 2 VJ , normalized by
det(L + I) =

QN
n=1(�n + 1). This shows that the first

loop of Algorithm 1 selects an elementary DPP PV

with probability equal to its mixture component. The
remainder of the proof of Theorem 1 (omitted) shows
that the second loop of the algorithm correctly samples
PV . For full proofs of these lemmas and Theorem 1,
see Tao (2009); Hough et al. (2006).

2.2. Size vs. content

As Algorithm 1 makes clear, a DPP models both the
size of Y , determined by the number of initially se-
lected eigenvectors, and its content, determined by the
span of those eigenvectors. In some instances this is
a valuable property; for example, we may not know
in advance how large Y should be, and we want the
model to guess, as in multiple pose detection (Kulesza

[Kulesza and Taskar (2012)]33 / 41



k-DPP Inference - Sampling IV
k-DPPs: Fixed-Size Determinantal Point Processes

Algorithm 2 Sampling from a k-DPP

Input: eigenvector/value pairs {(vn,�n)}, size k
J  ;
for n = N, . . . , 1 do

if u ⇠ U [0, 1] < �n
en�1

k�1

en
k

then

J  J [ {n}
k  k � 1
if k = 0 then

break
end if

end if
end for
Proceed with the second loop of Algorithm 1
Output: Y

form:

Pr(J = {N} [ J 0|N 2 J) =
1

eN�1
k�1

Y

n2J 0

�n (23)

Pr(J = J |N 62 J) =
1

eN�1
k

Y

n2J

�n (24)

By induction, we get a simple algorithm for sampling
from a k-DPP, given in Algorithm 2. The algorithm
requires precomputing the values of e1

1, . . . , e
N
k , which

in turn requires computing the corresponding power
sums. Computing the power sums takes O(Nk) time,
and N Newton’s identity recursions require an addi-
tional O(Nk2) time. Since the loop in Algorithm 2
executes at most N times and requires only a con-
stant number of operations, sampling from a k-DPP
requires O(Nk2) time overall, assuming an eigende-
composition of L. Furthermore, because the choice of
k in the sampling algorithm is arbitrary, we can set
it at test time, e.g., to sample sets of varying size as
required by our application.

4. Learning

Because k-DPPs (and DPPs in general) give set prob-
abilities as ratios of determinants (Equation (4)), like-
lihood is not convex in the kernel matrix L. This
makes traditional likelihood-based learning objectives
very unstable and di�cult to optimize. Instead, we
propose a simple method for learning a combination
of k-DPPs that is convex and works well in practice.

Given a set L1, . . . , LD of available “expert” kernel
matrices, we define the combination model

Pk
↵ =

DX

d=1

↵dPk
Ld

, (25)

where
P

d ↵d = 1.

Because absolute human judgments of diversity tend
to be extremely noisy, we assume that our la-
beled training data comprises comparative pairs
{(Y +

t , Y �
t )}T

t=1, where Y +
t is preferred over Y �

t ,
|Y +

t | = |Y �
t | = k. We choose ↵ to optimize a logistic

loss measure:

min
↵

L(↵) =
TX

t=1

log
⇣
1 + e�[P

k
↵(Y �

t )�Pk
↵(Y +

t )]
⌘

s.t.

DX

d=1

↵d = 1 , (26)

where � is a hyperparameter that controls how aggres-
sively we penalize mistakes.

We optimize Equation (26) using projected gradient
descent:

rL =

TX

t=1

e↵
>�t

1 + e↵>�t �
t (27)

�t
d = �(Pk

Ld
(Y �

t )� Pk
Ld

(Y +
t )) . (28)

Projection onto the simplex is achieved using standard
algorithms (Bertsekas, 1999).

5. Experiments

We study the performance of k-DPPs on a real-
world image search task, building on a wealth of
work on creating diversity in search results, including
the diversity heuristic Maximal Marginal Relevance
(MMR) (Carbonell & Goldstein, 1998), diversity in-
ducing metrics for simple probabilistic models of rele-
vance (Chen & Karger, 2006), multi-armed bandit ex-
ploration/exploitation models (Radlinski et al., 2008),
structured prediction models learned using structural
SVMs (Yue & Joachims, 2008), and submodular opti-
mization for blog search (El-Arini et al., 2009).

In order to evaluate our model, we define the task in a
manner that allows us to directly evaluate it using in-
expensive human supervision via Amazon Mechanical
Turk. The goal is to choose, given two possible sets
of image search results, the set that is more diverse.
For comparison with MMR, which selects results iter-
atively and does not directly score entire sets, the two
sets always di↵er by a single element. (Equivalently,
we ask the algorithms to choose which of two images
is a less redundant addition to a partial result set.)
This setup defines a straightforward binary decision
problem, and we measure performance using the zero-
one loss. We use human judgments of diversity for our
labeled training and testing data.

[Kulesza and Taskar (2012)]
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Image Search

∼ 2k images from Google Image search.

3 categories: cars, cities, dog breeds.

Ground truth created via Amazon Mechanical Turk ($0.01 USD
for each instance labeled).

35 / 41



Image Search - Data

Figure 15: Sample labeling instances from each search category. The five images on the left
form the partial result set, and the two candidates are shown on the right. The candidate
receiving the majority of annotator votes has a blue border.

in check, we have each instance labeled by five independent judges, and keep only those
instances where four or more judges agree. In the end this leaves us with 408–482 labeled
instances per category, or about half of the original instances.

5.3.3 Kernels

We define a set of 55 “expert” similarity kernels for the collected images, which form the
building blocks of our combination model and baseline methods. Each kernel Lf is the
Gram matrix of some feature function f ; that is, Lf

ij = f(i) · f(j) for images i and j. We
therefore specify the kernels through the feature functions used to generate them. All of our
feature functions are normalized so that kf(i)k2 = 1 for all i; this ensures that no image is
a priori more likely than any other. Implicitly, thinking in terms of the decomposition in
Section 3.1, we are assuming that all of the images in our set are equally relevant in order
to isolate the modeling of diversity. This assumption is at least partly justified by the fact
that our images come from actual Google searches, and are thus presumably relevant to the
query.

We use the following feature functions, which derive from standard image processing
and feature extraction methods:

• Color (2 variants): Each pixel is assigned a coordinate in three-dimensional Lab color
space. The colors are then sorted into axis-aligned bins, producing a histogram of
either 8 or 64 dimensions.

• SIFT (2 variants): The images are processed with the vlfeat toolbox to obtain sets
of 128-dimensional SIFT descriptors [Lowe, 1999, Vedaldi and Fulkerson, 2008]. The
descriptors for a given category are combined, subsampled to a set of 25,000, and
then clustered using k-means into either 256 or 512 clusters. The feature vector for

69

[Kulesza and Taskar (2012)]
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Image Search - Data

cars cities dogs

chrysler baltimore beagle
ford barcelona bernese

honda london blue heeler
mercedes los angeles cocker spaniel
mitsubishi miami collie

nissan new york city great dane
porsche paris labrador
toyota philadelphia pomeranian

san francisco poodle
shanghai pug

tokyo schnauzer
toronto shih tzu

Table 6: Queries used for data collection.

We then use the downloaded images to generate 960 training instances for each category,
spread evenly across the di↵erent queries. In order to compare k-DPPs directly against
baseline heuristic methods that do not model probabilities of full sets, we generate only
instances where Y +

t and Y �
t di↵er by a single element. That is, the classification problem is

e↵ectively to choose which of two candidate images i+t , iit is a less redundant addition to a
given partial result set Yt:

Y +
t = Yt [ {i+t } Y �

t = Yt [ {i�t } . (215)

In our experiments Yt contains five images, so k = |Y +
t | = |Y �

t | = 6. We sample partial
result sets using a k-DPP with a SIFT-based kernel (details below) to encourage diversity.
The candidates are then selected uniformly at random from the remaining images, except for
10% of instances that are reserved for measuring the performance of our human judges. For
those instances, one of the candidates is a duplicate image chosen uniformly at random from
the partial result set, making it the obviously more redundant choice. The other candidate
is chosen as usual.

In order to decide which candidate actually results in the more diverse set, we collect
human diversity judgments using Amazon’s Mechanical Turk. Annotators are drawn from
the general pool of Turk workers, and are able to label as many instances as they wish.
Annotators are paid $0.01 USD for each instance that they label. For practical reasons, we
present the images to the annotators at reduced scale; the larger dimension of an image is
always 250 pixels. The annotators are instructed to choose the candidate that they feel is
“less similar” to the images in the partial result set. We do not o↵er any specific guidance on
how to judge similarity, since dealing with uncertainty in human users is central to the task.
The candidate images are presented in random order. Figure 15 shows a sample instance
from each category.

Overall, we find that workers choose the correct image for 80.8% of the calibration
instances (that is, they choose the one not belonging to the partial result set). This suggests
only moderate levels of noise due to misunderstanding, inattention or robot workers. However,
for non-calibration instances the task is inherently di�cult and subjective. To keep noise
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Image Search - Learning

Learn mixture of 55 “expert” k-DPPs.

Pkθ =

55∑

l=1

θlPkLl
, s.t.

55∑

l=0

θl = 1

Similarity kernel L:

Lfij = f(i)T f(j), s.t.||f(i)||2 = 1

And feature functions: SIFT, Color histogram, GIST, Center
only / all pairs

38 / 41



Image Search - results
k-DPPs: Fixed-Size Determinantal Point Processes

Table 2. Percentage of real-world image search examples
judged the same way as the majority of human annotators.
Bold results are significantly higher than others in the same
row with 99% confidence.

Best Best Mixture Mixture
Cat. MMR k-DPP MMR k-DPP

cars 55.95 57.98 59.59 64.58
cities 56.48 56.31 60.99 61.29
dogs 56.23 57.70 57.39 59.84

Table 3. Kernels receiving the highest average weights for
each category (shown in parentheses). Ampersands indi-
cate kernels generated from pairs of feature functions.

cars
color-8-center & sift-256 (0.13)
color-8-center & sift-512 (0.11)

color-8-center (0.07)

cities
sift-512-center (0.85)

gist (0.08)
color-8-center & gist (0.03)

dogs
color-8-center (0.39)

color-8-center & sift-512 (0.21)
color-8-center & sift-256 (0.20)

not easily found, and local optima may perform incon-
sistently. In our experiments we use the local optimum
found by projected gradient descent.

5.4. Results

Table 2 shows the mean zero-one accuracy of each
method for each query category, averaged over 100
random train/test splits. Statistical significance was
computed by bootstrapping. With and without learn-
ing a mixture, k-DPPs outperform MMR on two of the
three categories, significant at 99% confidence.

Table 3 shows, for the k-DPP mixture model, the
kernels receiving the highest weights for each search
category (on average over 100 train/test splits).
Combined-feature kernels appear to be useful, the
three categories exhibit significant di↵erences in what
annotators deem diverse.

6. Conclusion

We introduced k-DPPs, conditionalized DPPs that di-
rectly model sets of fixed size, showing how to e�-
ciently normalize and sample from them. We found
that k-DPPs significantly outperformed MMR for

identifying diverse image search results. Future work
includes the study of alternative learning formulations
that directly optimize the kernel of a k-DPP.
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Summary

DPPs...

I introduce global negative correlations in their samples.

I produce diverse sets according to a specific similarity
measure.

I have efficient algorithms for sampling, marginalization and
conditioning.

I can be useful in several machine learning applications such
as image search.
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Appendix: Image Search - Methods

Best k-DPPs

k-DPPt = argmaxi∈Ct
P6
L(Yt ∪ {i})

Mixture of k-DPPs

k-DPPmixt = argmaxi∈Ct

55∑

l=1

θlP6
L(Yt ∪ {i})

Best MMR
MMRt = argmini∈Ct

[max
j∈Yt

Lij ]

Mixture MMR

MMRmixt = argmini∈Ct

55∑

l=1

θl[max
j∈Yt

Llij ]
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